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Abstract 
We study, discuss and write down in this thesis report the methods and experimental results of improved and 
novel learning techniques aimed at providing better data class quantization by convex optimization. The concept 
of adaptive metrics, realized by semi-definite programming on functions parameterized by distances between data 

vectors has originally been shown by Weinberger [1] to improve k -nearest neighbour classifier performance.  
This idea has been extended to the prototype-based scenario, a more robust and intuitive iterative learning 
algorithm suitable for multi-way classification of data instances whose (often dauntingly overlapping) clusters are 
regarded as voronoi tessellations in spaces of higher dimensions. In our supervised learning scheme, placement of 
the reference data vectors within some defined radius in the space of training patterns of respective matching 
labels, and the displacement of differently labelled prototypes far away from the stimuli aim at optimizing the 
combined transformations with the overall goal of realizing classifiers with better limiting performance behaviour. 
Analogous to margin maximization learning concepts in support vector machines, the training heuristic is 
modelled as a constrained optimization problem involving penalty and barrier functions in the context of non-
linear programming. 
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1 Introduction  
There exist several techniques for discriminating features and patterns in data. Standard k -nearest neighbour 
classification algorithm is a memory-based (lazy) learner commonly employed in data clustering, especially in the 
face of restricted knowledge of the data that needs to be classified. Given an unseen data instance, k -NN classifier 
assigns the instance a label of the majority of the k-nearest neighbouring data points. How to determine the value of 
k , and the choice of the measure of similarity of the data points are some of the setbacks of the standard k -NN. 
Several better variants of classifiers have been proposed, developed, implemented and deployed in various domains. 
The advances in this research area are largely motivated by the explosion of data in the industry and other research 
areas, for example, in life sciences (‘omics’ sciences, e.g., proteomics, metabolomics and transcriptomics), 
astronomy, machine vision, military, etc. Newer models of learning algorithms have to factor in the large amounts 
and the high dimensionality of the data that usually comes in multi-way categories. Real-world data for intelligent 
system applications could also be obtained from networks of video cameras, mobile robots, mobile platforms, video 
and handwritten text archives or stocks of still pictures to learn its pictorial content and situation awareness.  
A reader should then realize that machine learning techniques can be, as is often the case, effectively applied in 
various domains including, but not limited to, biometrics (finger prints recognition, speech recognition, face and pose 
recognition, verification and retrieval), diagnostic systems such as those employed in automatic medical diagnosis 
(using X-Ray and EKG analysis) and machine diagnostics (detection of flaw in technical systems). More recent 
interesting applications include human emotion recognition (estimation of human expression of emotion). In the 
military, examples of  applications of feature classification and recognition techniques are automated target 
recognition, image segmentation and analysis (recognition from aerial or satelite photographs). Optical character 
recognition (OCR), natural language processing and machine transliteration are other areas that are reaping the 
benefits of the advances in field of machine learning , for example, automatic script (handwriting) recognition [31] 
means that postal letters can automatically be sorted by postal code, stylus-to-digitizer (PDA) input can be 
interpreted intelligently, reading machines for blind people can be constructed, etc. In digital security and other (tele-
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) communication systems,  even simple learning techniques such as Naive Bayes classifiers have been shown to 
work fairly well in detection of adversary attacks, an application commonly referred to as intrusion detection. 
The main concern in research in classifier network construction, however, is the limiting performance (generalization 
ability) of the resulting systems. The classification and recognition systems should be relatively simple and robust. 
This partly explains the motivation behind the many attempts to improve the behaviour of the existing machine 
learning algorithms. Given this background, we start by reviewing an extension of k -NN posed by Weinberger [1], 
called large margin nearest neighbour (LMNN) classification, where an enhanced distance metric is (made) adaptive 
in the course of classifier training. We have chosen to study and suggest an extension of the concepts employed in 
LMNN to more robust filters because of the striking improvement it yields on the (simple) standard k -NN and 
because of its superiority over other methods.  The technique of k -NN metric adaptation, proposed by Weinberger 
[1], bears some similarity with previous works posed by other researchers. Xing et al. [11] employed semi-definite 
programming to learn Mahalanobis distance metric for clustering. The algorithm aims at minimizing the sum of 
squared distances between similarly labelled input pattern vectors, while maintaining a lower bound on labelled 
inputs. LMNN classification is based on a similar approach except that it focuses on the local neighbourhood for k -
NN classification. Another variant of the algorithm, proposed by Shalev-Shwartz et al. [15], adopts a training 
strategy with the goal that all inputs with matching labels have small pair-wise distances (bounded above), while 
differently labelled inputs have large pair-wise distances (bounded below). The difference between the two threshold 
values defines the margin width. An adaptive distance based on k -NN was also proposed by Goldberg et al. [5], and 
it was based on neighbourhood component analysis (NCA). The algorithm uses gradient descent to minimize the 
probability error under stochastic neighbourhood assignments. The method differs from LMNN in that the latter 
approach leads to formulation of a convex optimization function. A recent framework, proposed by Chopra et al.[4], 
provides a technique for learning distance metric by parameterization (of the metric) by pairs of identical 
convolution nets. Like in LMNN, the cost function penalizes large distances between input vectors with matching 
labels and small distances between data vectors with mismatching labels. LMNN, however, learns linear 
transformation (and not the convolution nets). 
The basic ideas behind LMNN algorithm and the theory of the resulting optimization problem are described in 
Chapter 2 of this report. Bearing in mind that there exist algorithms better suited for multi-class problems in 
potentially high-dimensional space, we explore and treat, in the same section, a more advanced prototype-based 
learning algorithm due to Kohonen [19] (called Learning Vector Quantization). Inspired by the successful metric 
adaptation techniques employed in LMNN, we introduce relevance learning in LVQs by semi-definite programming, 
and provide a thorough description of this extension in Chapter 3. In Chapter 4 of this document, the descriptions of 
the simulations and experimental results obtained by applying the above algorithms on data set from UCI repository 
are given. The image segmentation data set is often used as a benchmark for multi-way classification problems.  
Qualitative comparative studies of the algorithm behaviour are also discussed. Finally, Chapter 5 includes a 
discussion and summary of the study. 
 
 
2 Model 
In this chapter, we define the basic terminologies and concepts that will form the basis of the model. For formal 
reasons, we start by adopting some symbols for consistently denoting the data and representation of its 
characteristics. We will then describe the notions and techniques employed in building up the learning algorithm. 
With the data vectors as the key parameters, we will show how the technique of relevance learning in k -NN is cast 
as in instance of semi-definite programming, leading to an optimization problem whose optimal solution is used to 
derive an appropriate distance metric that optimizes the k -NN classification. 
 
2.1 Notation 

Let P
ii 1)},{( =m

m sx  denote a training set ofn  labelled examples with the stimulus N
i ÂÎmx and ÂÎis . The labels 

are crisp, that is, is are discrete but may be of multiple categories, in general. We use the binary matrix 

}1,0{Îijs to indicate whether or not the labels is and js , corresponding to the class memberships of the 

stimuli ix and jx , respectively, match. That is, 1=ijs  if ji ss = , otherwise 0=ijs . 
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The squared distance between any two data points ix  and jx is given as:  

2||)(||),( jiji Ld xxxx -= , 

 where L is the linear transformation NN Â®Â that we wish to learn.  The specific goal is to learn the linear 

transformation L that optimizes the k -NN classification when distances are measured this way.  
 
2.2 Basic concepts and terminologies  

For the k -NN classification scheme, we specify, for each input vector, ix , k  target neighbours, i.e., k  other 

inputs with the same class label is that we wish to have minimal distance to ix  as the data points change positions 

in the instance space during learning. In the absence of full knowledge of (the distribution of) the underlying data, 
the standard Euclidean distance is used to determine k  nearest neighbouring data points with class labels matching 

that of ix , which are then used as the k  target neighbours. For formality, we use the binary matrix }1,0{Îijt to 

indicate whether the input pattern vector jx is a target neighbour of data vectorix , that is, 1=ijt if vector ix  is a 

target neighbour of data vectorjx , otherwise 0=ijt . ijt  is not adaptive, meaning that ijt is fixed throughout the 

learning course. 
 
2.3 Cost function 
The formulation of the cost function follows from the heuristic idea that as learning progresses, the target neighbours 

for a given pattern vector ix move closer to ix , while other input vectors with class memberships differing from 

is are separated farther by a large margin. In terms of the distances between the specified data vectors, the function 

is: 

 � � +---+-+-= ]||)(||||)(||1)[1(||)(||)( 222
lijiilijjiij LLcLL xxxxstxxte  

 
To understand clearly the learning dynamics that give rise to the above cost function, consider the following 
illustration (Fig. 1):  
 
 
 

 
              

 
Fig. 1 Left: For a current example 
stimulus vector,

ix , the diagram 

illustrates ix ’s neighbourhood consisting 

of instances with same and different 
class memberships  before training, and  
Right:

ix ’s neighbourhood after training 

for k =4. In this form of relevance 
learning, the four target neighbours, in 
the course of training, are translated 
along the axis (radius of the concentric 

circles joining ix  and the respective 

input) in the direction of 
ix  in such a 

manner that all the target neighbours lie 

within the local neighbourhood ofix . 

On the other hand, the non-target 
neighbours are repelled by 

ix  through 

similar transformation, so that the nearest 
instance with mismatching label is 
separated by a margin of at least a unit 
distance. [The thick arrows indicate the 
gradients on distances arising from the 
optimization of the cost function]. 

ix

Target neighbors (K=4) 

Before training  

ix

After  
training 

 

margin 

margin 

Input  stimulus with matching label 

Input  stimulus with mismatching label 

Input  stimulus with mismatching label 

 

Local neighborhood 

Input  stimulus with mismatching label 
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Fig. 2. As captured in the equation/cost function, the hinge loss is incurred only by differently labelled examples that invade each others’ local 
neighbourhood. In this illustration, 

lx has a different label from that of the current stimulus
ix . 

 

Note that the product 2||)(|| jiij L xxt - vanishes for ix and jx that have mismatching labels (since 

0=ijt when ji ss ¹ ).  As illustrated in figure 1 for each stimulus vector ix , the first term of the cost function 

penalizes large distances between ix and its target neighbourjx . In the second term, the factor 

+---+ ]||)(||||)(||1[ 22
liji LL xxxx = )0,]||)(||||)(||1max([ 22

liji LL xxxx ---+ . The entire second term 

of the objective function aims at penalizing small distances between each input vector and all other inputs that do not 

share the same label. The pre-factors )1( ilij st - ensure that, for a given stimulus vectorix , only non-target stimuli 

lx  with mismatching class labels are displaced farther away from ix . Particularly, the second pre-factor 

)1( ils- equals zero when ils =1, so that the non-target instances with same class membership as ix incur no hinge 

loss. Note, however, that, in this case, jx is one of ix ’s target neighbours with  maximum separation from ix . The 

hinge loss is incurred by lx whose distances do not exceed the distance from ix  to jx  by an absolute unit. These 

three special data points are depicted in the figure 2.  
To visualize the idea that has been formalized into the second term of the cost function, let’s denote the distance 

from ix  to lx  by -d , and that from ix  to jx  by +d . Part of our goal is to realize a large margin if 1+< +- dd  (or 

01 >-+ -+ dd ). We take )0,1max( -+-+= ddz , disallowing negative values of z . (A negative value of 

z implies that a large enough margin already exists).  
 
2.3 Analogy with Support Vector Machines 
The cost function introduced in the previous sub-section bears some similarity with that in the quadratic optimization 
problem of SVM. To illustrate this parallelism, consider, for simplicity, the simplest variant of SVM called Linear 
SVM (LSVM), illustrated in Fig. 3. 

 

   
Fig. 3. Illustration of the parallels of SVM and the large margin nearest neighbour 
classification scheme. Both approaches reduce to formulations of convex objective  
functions based on hinge loss, with the sole aim of margin maximization. Note that 
in the illustration of the Linear SVM given above, maximum margin width is realized 
when w is at its minimum. 
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It can be shown that the optimization criterion is:  
 

�
=

+
P

p
pCwwMinimize

1

.
2
1

d
, 

 

wherep is the number of data points and 
ww

M
.

2
=  is the width of classifier (maximum) margin. In this 

simplified illustration, each data point is represented as ),( pp yx where  1/+-=py . [We omit the constraints of 

optimization for they are not relevant for this illustrative discussion]. Observe that in both SVM and the function 
introduced in the previous sub-section, one term penalizes the norm of “parameter vector” (i.e, the weight vector of 
the maximum margin hyperplane, or the linear transformation in the distance metric), while the other term incurs the 
hinge loss for examples that violate the condition of unit margin.  
What the reader should note at this point is the important difference between the large margin nearest neighbour 
classification approach and SVM: the latter approach requires manipulation of additional non-trivial techniques (e.g, 
combining binary classifiers) in order to construct a multi-way classifier, unlike the former that requires no 
modification.  
The use of maximum margin in SVM was originally motivated by the little but important facts that maximum margin 
intuitively feels safest – if we have made a small error in the location of the boundary (it’s been jolted in its 
perpendicular direction), that maximum margin gives us least chance of causing a misclassification. There is some 
theory (using VC dimension) that is related to (but not the same as) the proposition that this is a good thing. 
Empirically, the maximum margin classifiers work very well. 
 
2.4 Semi-definite programming 
We are compelled to reformulate the problem of minimizing the cost function given above so as to enable efficient 
computation of the resulting optimization problem. Specifically, the problem can be rewritten as an instance of semi-
definite program (SDP). A semi-definite program is a linear program with the additional constraint that a matrix 
whose elements are linear in the unknown variables is required to be positive semi-definite. The global minimum of 
convex SDPs can be computed efficiently when the program is reformulated by first rewriting the distance function 
as: 

)()(),( ji
T

jiji Md xxxxxx --=
 

 

where LLM T= , parameterizes the distance metric induced by the linear transformation L . Since the first term of 

the cost function is already linear in LLM T= , and the hinge loss can be “mimicked” by introducing slack variable 

ijk for all the pairs of differently labelled inputs, the resulting SDP, in terms of M, is: 

 

ijlil
ij

ijji
T

ji
ij

ij CMMinimize kstxxxxt )1()()( -+-- ��
 

 

:tosubject
  

  
ijlji

T
jili

T
li MM kxxxxxxxx -³----- 1)()()()()1(

 

  

0)2( ³ijlk
 

  

0)3( ³M
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The last constraint 0³M indicates that the matrix M is required to be positive semi-definite, and it describes the 
coefficients of the quadratic terms. By having 0³M , we want to guarantee that the convex function has a global 

minimum. Our problem, thus, is to compute the values of LLM T= under the assumption that the above problem 

has a global minimum. The task reduces to solution of a linear program with M and ijlk as the decision variables. 

[Recall that M is an )( nxn matrix, where ndefines the dimensionality of the data. A data vector ix is 

represented as a column vector of dimensionn  ]. The transformation L is also an )( nxn  matrix of adaptive 

weights that scales the Euclidean distance metric in accordance with the defined criterion of relevance learning. 
 
There exist several (and relatively more efficient) methods for solving the above SDP.  In order to gain an 
understanding of the plausible solution methods, we make a recap of the basic concepts and theory of non-linear 
programming. We begin by explaining the theory behind a linearly constrained optimization problem with quadratic 
objective function. This class of optimization problems is referred to as quadratic programs (QPs). QP has many 
applications. For this reason, QP is often viewed as a discipline in and of itself. Moreover, it forms the basis of 
several general non-linear programming algorithms. The general quadratic program can be written as: 
 

QxxcxxfMinimize T

2
1

)( +=  

 

:tosubject
bAx£  and 0³x  

 

where c is an n-dimensional row vector describing the coefficients of the linear terms in the objective function and 

Q is an )( nxn  symmetric matrix describing coefficients of the quadratic terms. If a constant term exists, it is 

dropped from the model. The decision variables are denoted by the n-dimensional column vector x and the 

constraints are defined by an )( nxm  A  matrix, and anm-dimensional column vector b of right-hand 

coefficients. It is assumed that a feasible solution exists and that the constraint region is bounded. When the objective 
function )(xf is strictly convex for all the feasible points, the problem has a unique local minimum which is also a 

global minimum. A sufficient condition to guarantee strict convexity is for Q to be positive definite. Formally, 

)(xf has a global minimum if it satisfies the Karush-Kuhn-Tucker (KKT) conditions for a local minimum. KKT 
conditions for QP, in general, are a set linear inequalities and complementarity constraints (for complementary 
slackness). However, if Q is not positive definite, then KKT constraints are only necessary (and not sufficient) 
conditions.  
In semi-definite programming (SDP), one minimizes a linear function subject to the constraint that an affine 
combination of symmetric matrices is positive semi-definite. Such a constraint is nonlinear and non-smooth, but 
convex, so semi-definite programs are convex optimization problems. The (linear) SDP is essentially an ordinary 
linear program where the non-negativity constraint is replaced by a semidefinite constraint on matrix variables. The 
standard form for the primal problem is  

cxMinimize  

:tosubject
bAx£  

             0³x  

where   AC,  and  x  are all symmetric nn´ matrices, b is a scalar, and the constraint 0³x  means that  x , the 

unknown matrix, must lie in the closed, convex cone of positive semidefinite. Here, cx refers to the standard inner 
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product on the space of symmetric matrices. i.e. for symmetric matrices A and B, )(ABtraceAB = . The dual 
version of the problem is  

ybMaximize T    subject to  ;
1

CZAy k

m

k
k =+�

=

  0³Z  

where the dual variable y is an m-dimensional vector of Lagrange multipliers corresponding to the equality 
constraints in the primal, and Z is a symmetric  nn´  dual slack matrix. SDP reduces to LP when all the matrices 
are diagonal. SDP (indeed, LP too) is a special instance of a more general problem class called conic linear 
programs, where one seeks to minimize a linear objective function subject to linear constraints and a cone constraint. 
Both the semi-definite cone (for SDP) and the non-negative orthant (for LP) are homogeneous, self-dual cones - 
there are only 5 such non-isomorphic categories of cones. Another example of a homogeneous, self-dual cone is the 
quadratic cone, Q, in n+1 dimensions defined by  

( )
�
�
�

�
�
�

³ÂÎ= �
=

+
n

i
i

nn xxxxxQ
1

220110 )(|,...,,  

which gives rise to quadratically constrained problems. One of the main aspects in which SDP differs from LP is that 
the non-negative orthant is a polyhedral cone, whereas the semidefinite cone is not. Thus, developing simplex type 
algorithms for SDP is a topic of current research. However, it is fairly straightforward to design polynomial time 
primal-dual interior-point algorithms for these problems. Semi-definite programming unifies several standard 
problems (e.g., linear and quadratic programming) and finds many applications in engineering and combinatorial 
optimization.

 

 Although semi-definite programs are much more general than linear programs, they are not much harder to solve. 
Most interior-point methods for linear programming have been generalized to semi-definite programs. Interior-point 
algorithms come in two flavours, namely, potential reduction, and path-following. Further, an interior-point method 
can be primal only, dual only, or primal-dual. Primal-dual path-following algorithms are popular and are 
implemented in many currently available codes. As with LP, primal-dual algorithms solve SDP by solving the 
Karush-Kuhn-Tucker (KKT) system: 
 

 

kbAx =  ),...,1( mk =  

�
=

=+
m

k
kk cZAy

1

 

0=xZ  
 

while simultaneously ensuring that the iterates x  and Z are symmetric and strictly positive definite. The last 
equation is the complementarity condition for SDP. Primal-dual algorithms use Newton's method to solve a relaxed 
version of this system.  
As in linear programming, these methods have polynomial worst-case complexity, and perform very well in practice. 
It is now generally accepted that interior-point methods for LPs are competitive with the simplex method and even 
faster for problems with more than 10,000 variables or constraints [20]. Similarly, experience with system and 
control applications suggests that interior-point methods for semi-definite programs are competitive with other 
methods for small problems, and substantially faster for medium and large-scale problems [9]. As a very rough rule-
of-thumb, interior-point methods solve semi-definite programs in about 5-50 iterations; each iteration is basically a 
least-squares problem of the same size as the original problem. A worst-case analysis of interior-point methods for 
semi-definite programming shows that the effort required to solve a semi-definite program to a given accuracy grows 
no faster than a polynomial of the problem size. Most of the computational effort in an interior-point method for 
semi-definite programming is in the least-squares problems that must be solved at each iteration. These least-squares 
problems can be solved by iterative methods such as conjugate-gradients, which can take advantage of problem 
structure. Sparsity is one well-known example of structure; in engineering applications, many other types arise (e.g., 
Toeplitz structure). 
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In summary, semi-definite programs are an important class of convex optimization problems for which readily 
computable self-concordant barrier functions are known, and, therefore, interior-point methods are applicable. At the 
same time, they offer a simple conceptual framework and make possible a self-contained treatment of interior-point 
methods for many convex optimization problems. The theoretical tractability of SDPs follows from convexity, along 
with the observation that we can construct, in polynomial time, a cutting plane for the constraint set through any 
given infeasible point (see, e.g., [21], or [22]). One can therefore apply the ellipsoid method of Yudin and 
Nemirovsky, and Shor (see [23, 24]) to solve SDP problem in polynomial time. In practice, however, the ellipsoid 
method is slow. Some general methods for non-differentiable convex optimization are described by Shor [25], 
Kiwiel [26], and Hiriart-Urruty and Lemarechal [27]. There are good reasons for preferring semi-definite 
programming (to other methods.) First, positive semi-definite (or definite) constraints arise directly in a number of 
important applications. Secondly, many convex optimization problems, e.g., linear programming and (convex) 
quadratically constrained quadratic programming, can be cast as semi-definite programs, so semi-definite 
programming offers a unified way to study the properties of and derive algorithms for a wide variety of convex 
optimization problems. Most importantly, however, semi-definite programs can be solved very efficiently, both in 
theory and in practice. These methods are more efficient in practice than the ellipsoid method, and can be used to 
solve semi-definite programs.)  
For this study, we implemented the SDP solver by modifying some of the existing sets of solver program snippets. A 
few interesting things about the implementation of the SDP solver include the exploitation of the sparse nature of the 

matrix of slack variables. The sparsity of }{ ijk  is due to the fact the labelled inputs are already well separated. 

(Recall that the cumulative hinge loss, represented by the second term in the objective function, is affected only by 
differently labelled inputs that violate the condition of minimum (unit) distance from the invaded local 
neighbourhood). For this reason, our SDP will often contain only a few active constraints. The SDP solution method 
that we adapted was implemented by Weinberger et al. based on a combination of sub-gradient descent in both the 
matrices L andM . The Hessian matrix M was used to verify we had reached the global minimum. Refinement of 
the SDP solution involved iterative projection updates of M back onto the semi-definite cone in the successive 
steps. It can be proved [8] that such an update via alternating projection leads to faster convergence of the algorithm 
than generic solvers. It might be worth mentioning to some interested reader that the speed of the SDP solver could 
be heightened by starting with an SDP solution from only a fraction of the margin conditions, and then using the 
resulting solution as the initial guesses of the actual SDP [1]. 
 
3 Extension to Learning Vector Quantization 
3.1 LVQs and Key Parameters 
Extensive research is being carried out on LVQs, and several remarkable improvements have been made on the basic 
algorithm. In this introductory section, we revisit, for the sake of completeness, the basic notions involved in the 
formulation of LVQs. The basic LVQ algorithm assumes that an apriori known set of the reference 

vectors, },...,2,1|{ ciwW i == , that approximates the different clusters of the data, is available (or initialized). A 

set of labelled samples },...,2,1|{ PiD i == x is used for further refinement ofW .  At each iteration, indexed byt , 

the iw are updated by D  by using the following strategy: 

 

1. For each element DiÎx , find iw that is closest to ix  . Denote this vector by *w  

2. Update )(* tw  to form )1(* +tw  by using ix , as follows: 

 

  
)](*)[()(*)1(* twttwtw i-+=+ xh

  
 

(a) IF ix is correctly classified, that is, it is labelled with the class corresponding to *w , 

 
THEN continue with the next element ofD , 

 

ELSE ( ix is incorrectly classified), so update )(* tw as follows: 
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)](*)[()(*)1(* twttwtw i--=+ xh
  

(b) )()1( twtwi =+ for *¹i  

 
 
After sufficient iterations (training), the learned prototypes are used in the nearest prototype classification (in so-
called winner-takes-all scheme). What this means in the case of pattern recognition, is that, given an unseen 

pattern newx , we want to predict the corresponding },...,2,1{ cnewÎs .In other words, we choose news  such that 

},{ newnewsx  is in some sense similar to the training examples in D  (now approximated by the adapted prototypes). 

An appropriate similarity measurefd in NÂ , possibly parameterized, is used. (The metric parameters which can be 

adapted during training are specified byf  ). In terms of the fd , classification of a novel data point newx  reduces to 

the problem of mapping  N
new RÎx to the class label )()( iwsxs = of the prototype i  for which 

),(),( xx ff
ji wdwd < holds for every ij ¹ , breaking ties arbitrarily. That is, newx  is mapped to the class of the 

closest prototype, the so-called winner. 
We discuss briefly the key issues of the algorithm presented above. The term )(th is an iteration-dependent 

parameter used to control convergence. For stability, 1)(0 << th , and the value of )(th may be constant 
throughout the learning course, or the step size function may be constrained to decrease monotonically with t . Using 

this strategy, correct classifications (or quantization) lead to a refinement of iw  in a direction toward ix , whereas 

incorrect quantization moves iw in the opposite direction. The ix  not close to iw are not changed. 

Often, it is assumed that the non-empty training set D contains examples for all the classes of the instances that will 
(in the future) be encountered by the learned classifier or predictor. The number of classes is therefore taken to be the 
number of distinct labels in the training set, and it is usually simpler to think of the cclusters as indexed from 1 
throughc . Earlier, we stated that the codebook vectors are assumed to be known apriori. Several strategies have 
been devised to overcome the challenge of generating initial prototypes. A simpler but rudimentary approach is to set 
an initial prototype for a given class to be a single example for the class in question, drawn randomly from the 
instance space. Alternatively, the centroid of several random (shuffled) instances for the class in question is 
computed and used as the initial prototype for that class. The advantage of the latter method is that the initial 
prototypes are placed in positions that are already close to the desired final positions in the input space. Good initial 
placement of prototypes in the stimulus space means that we don’t need to use large steps for the prototypes to reach 
their respective final positions. Large step size could mean that the prototype moves past (i.e. overstep) the solution 
or too far away in the wrong direction. In contrast, very small steps may go in the correct direction, but they also 
require a large number of iterations. This may be considered a stability/convergence dilemma in LVQs. Classifier 
sensitivity to initial prototype values is also minimized. 
Another important problem is the order in which the training data instances are presented to the learner in this online 
supervised learning scheme. It may be a clever strategy to employ an entropy-related technique, so that training 
examples that carry relative larger amount of pattern information are associated with larger step-sizes (in the case of 
adaptive learning rate functions). Many other variants including LVQ +/-, GRLVQ, among others, all based on this 
basic LVQ1 (originally posed by Kohonen) have been suggested, with the goal of heightening the performance. 
 
3.2 LVQ distance metric adaptation via quadratic programming 
Recall from sub-section 3.1 that the general LVQ update function is: 
 

)1()()1( *** +D+=+ twtwtw iii  

where ))()(,,},),(({)1( *** twtwf
N

tw iiiiii -=+D xsx
h

 

Our goal in this study is to replace the neighbourhood function f by an adaptive distance measure, by plugging in 
the transformation-based distance function. The value of the distance is computed as in the case of large margin 
nearest neighbour classification (discussed in Section 2. Our extension to LVQ ensures that an appropriate 
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transformation, linear as in the primitive case, is determined and used to compute distance by which the prototypes 
are displaced.  For an input pattern, the translation of the winning prototype in the codebook vector space should 
optimize the objective function given in Section 2.4. However, a little modification is made in LVQs. Instead of 

using any other input patternjx , we determine the nearest prototype with matching labels, and compute the 

displacement as given below: 
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where ix  is the presented input pattern and *
jw is the winning prototype at a given time step. 

In the figure below, 1w , and 2w are class 1 and class 2 prototypes, respectively. Note that the attraction of the 
prototypes towards the training patterns with same labels (and the resultant repulsion by prototypes of mismatching 
labels) must be done accordance with the distance adaptation criterion described above. 
 
 

 
 

     Fig. 4 Competitive learning: An LVQ network consists of a number of  
    prototypes which are characterized by their location in the weight space  

   N
iw ÂÎ  and their class label },....2,1{)( cw i =s . Unlike in LMNN,  

    the condition of unit margin is trivial in LVQ. 
 
 
 
3.4 Parallels with Generalized Matrix LVQ 
To take care of the correlations among the pattern features, GMLVQ [2] realizes an arbitrary Euclidean metric by 
parameterizing the (squared) Euclidean distance function with an NN ´ matrix (of relevances) resulting in a 
generalized distance of the form: 

2w

1w

 

Class=2 

Class=1 

3w
Class=2 

* * * * 

* * 

* * * 

* 

* 
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This form of metric adaptation has been shown to account for correlations of dimensions and rotation of the axes. 
In the case of GMLVQ learning, the update equations for the correct winner, wrong winner and the relevance matrix, 
respectively, are (1), (2) and (3) below. (h is the learning rate and the subscripts ml , specify components of 
vectors). 
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In the update rules given above, (note that) the closest correct prototype is attracted towards the presented data point 
whereas the closest wrong prototype is repelled from the considered data point. This is analogous to the Hebbian 
update (similar to that of perceptron learning in neural networks). Details of the derivations can be found in the 
appendix section of this report.  
 
3.3 Implementation Strategies and Tricks 
Like it was explained in section 2, our implementation of the SDP solver was carried out by modification of some of 
the existing sets of solver program snippets. The solver exploited the sparse nature of the matrix of slack variables. 

The sparsity of }{ ijk  is due to the fact the labelled inputs are already well separated. (Recall that the cumulative 

hinge loss, represented by the second term in the objective function, is affected only by differently labelled inputs 
that violate the condition of minimum (unit) distance from the invaded local neighbourhood). For this reason, our 
SDP will often contain only a few active constraints. The SDP solution method was based on a combination of sub-
gradient descent in both the matrices L andM . The Hessian matrix M was used to verify we had reached the 
global minimum. Refinement of the SDP solution involved iterative projection updates of M back onto the semi-
definite cone in the successive steps. It can be proved [8] that such an update via alternating projection leads to faster 
convergence of the algorithm than generic solvers. It might be worth mentioning to some interested reader that the 
speed of the SDP solver could be heightened by starting with an SDP solution from only a fraction of the margin 
conditions, and then using the resulting solution as the initial guesses of the actual SDP [1]. For LVQs, the ideal 
strategy is to solve the SDP after each prototype update step. This is what we have done in our set of experiments 
since our data is rather small and low in dimensionality. In practice, however, the tasks are (very) computationally 
expensive. One could think of changing the metric only   after a fixed number of steps. Or, alternatively, for a given 
metric, let the prototypes converge by LVQ and then continue the training with metric adaptation.  
 
4 Experiments and Results 
In order to evaluate the performance of the algorithms, experiments were carried out using labelled data of various 
categories. We used the image segmentation data from the UCI repository and the face recognition data from the 
AT&T face recognition database. The measure of performance of the classifiers is the test error. In this section, we 
describe the methods and strategies employed in order to obtain the results. Other behaviour of the filters that turned 
out to be of interest to us were also investigated and the results given in this section. 
 
4.1 Experiments using Image Segmentation Data 
We apply the algorithms to the image segmentation data set obtained from the UCI repository [18]. The data set 
contains 19-dimensional feature vectors, which encode different attributes of 3×3 pixel regions extracted from 



 12 

outdoor images.  That is, the instances were drawn randomly from a database of 7 outdoor images.  The images 
were hand-segmented to create a classification for every pixel where each instance is a 3x3 region.  Each such region 
is assigned to one of seven classes (brick-face, sky, foliage, cement, window, path, grass). The features 3-5 are 
(nearly) constant and are eliminated for this experiment. As a further pre-processing step, the features are normalized 
to zero mean and unit variance. The training set consists of 210 data points (30 samples per class), the test set 
contains 300 data points per class. 
Our experiments mainly aim at evaluating the generalization ability of the new LVQ algorithm in comparison with 
the performance of the most commonly used classifiers. In the following sub-sections, we describe these results with 
the aid of display of plots and table of results, among others. 
 

1. The influence of k on k -nearest neighbour classification (version of k -NN used is LMNN with 
metric adaptation) 

Although k -NN has often been used as a default data clustering technique in the absence of ‘good’ knowledge 
of the underlying distribution of the data, it’s setback remains the choice of the value of k , the number of 
nearest neighbours to use for classification of unseen data. In our experiments, we employ the same value of 
k for training the adaptive filter and also for classification of new instances. The k -value is estimated from the 
following plot. 

 
 

0 50 100 150 200 250
5

10

15

20

25

30

35

40

K

E
rr

or

The influence of the choice of K  on (adaptive) K-NN classification

Training error (Euclidean)

Generalization error(Euclidean)
Training error (Mahalanobis)

Generalization error(Mahalanobis)

 
Fig. 5. It remains an un-answered question what value of k  to use in the  

                                                k -nearest neighbour and k -means classification. For our experiments,    

              we try to  determine from the plots the k -value that minimizes both training  
             and test error for  the given set of training/test data. We choose the k value  
             arbitrarily, however. From the two different distance metrics, we observe  
             that Mahalanobis distance yields lower classification error (on both training  
             and test data) 

 
 
 
 

2. Performance of k -NN, adaptive k -NN (LMNN), LVQ and adaptive LVQ filters on seven-class image 
segmentation data 

In the next set of experiments, we investigate the performance of different classifiers on image segmentation data. 
For the standard and adaptive k -NN, the value of k used is 5 (chosen almost randomly, see 1 above). For the LVQ 
classifiers, each of the seven classes is approximated by 3 prototypes. Metric adaptation begins from epoch 1 during 
the training of LVQ. To initialize prototypes, the algorithm uses for every prototype the mean of a random selection 
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of 10 training examples from their class. (A higher number of prototype samples used for this purpose means less 
variance in initial prototype positions and the prototypes are closer to the mean of the data of given class). The 
number of times the training set is offered to the classifier (epochs) is 7500.  The learning rate decreases with 
increasing epoch (chosen differently for prototypes) and metric parameters are annealed during training. Annealing is 
performed according to the following learning rate schedule:  

0
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where t  is a variable standing for the number of training steps, l is the total number of training steps, b=speed at 

which the learning rate decays  (higher = faster). The initial learning rate 0h was set to 0.001, and the amount of 

epochs, 0l  , to wait before decreasing the learning rate was set to 20. Early stopping criterion was used, but the 

number of training cycles used, determined through preliminary investigation, was large enough to approximate 
constant training error for successive iterations during the stopping cycles. The results for LVQ are averaged over ten 
runs in order to reduce the influence of random fluctuations (as a result of varying prototype initializations). The 
mean classification accuracies for the classifiers are summarized in the table below [Fig. 5].  

 
Algorithm  Training error Validation error 
k -NN -- 23.50 

adaptive k -NN (LMNN)  14.00 15.95 
LVQ 1 15.00 17.00 
adaptive LVQ 1 11.00 11.80 

Fig 5: Performance of standard k -NN, adaptive k -NN (LMNN), LVQ and adaptive LVQ 
Report of the results of earlier experiments by other authors [19] indicates an achievement of 93.95% accuracy on the test set 
[citing only one SVM result available in the literature]. Locally adapted metrics for GMLVQ[2] had achieved a test accuracy of 
 94.4%,. The results were obtained after 7500 epochs. (Local adaptation of metric means that individual relevance matrices are 
 trained per prototype).  This adjustment registered an approximate 4.9% improvement over the GMLVQ and LGRLVQ.  The  
 authors suggest that a slightly better performance could be obtained by an appropriate early stopping scheme using an evaluation. 
Careful selection of the set of parameter values could also lead to improvement in the classification. 

 
3. Percentage of incorrectly classified patterns for the image segmentation data using (other) different LVQ 
algorithms. 
Previous experimental investigation [2] on the same set of data had yielded the following results for the selected 
LVQ variants (Fig. 6). According to the literature, the training error during LGMLVQ-training remains constant after 
approximately 7500 sweeps through the training set. However, due to overfitting effects, the test error reaches a 
minimum after approximately 6000 epochs and increases slightly in the further course of training. For verification 
purposes, we investigated the evolution of the mean training and test error and came up with the results in Fig. 7. 

 
Algorithm Training error Validation error 
Generalized LVQ (GLVQ ) 15.2 16.8 
Generalized Relevance LVQ (GRLVQ ) 11.1 11.2 
Generalized Matrix LVQ (GMLVQ ) 8.9 9.8 
Localized Generalized Relevance LVQ(LGRLVQ ) 8.6 10.0 
Localized Generalized Matrix  LVQ(LGMLVQ ) 0.9 5.6 
 
Fig 6: Classification error for other enhanced LVQ variants 
The table above summarises the percentage values of incorrectly classified patterns for the image segmentation data using other LVQ 
algorithms reported in the reports of earlier research works [2]. Take note of the relatively good performance of our adaptive LVQ 
algorithm (Fig. 5), that is, the algorithms based on adaptive distance measures show a better performance than non- adaptive versions. 
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3. The eigenvalue spectra 
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                                                           (a)                                                                    (b) 
 
Figure 7: Visualization of the global relevance matrix after 1000 epochs of  LVQ-Training with adaptive metrics 
(a)Diagonal elements and     (b) eigenvalues 
 
We compare the eigenvalue spectra for matrices of relevances obtained from our algorithm with those from 
GMLVQ training with identical initializations and learning parameters.  Our results (Figure 7) compares quite 
well with that of GMLVQ [2]. These visualized matrices were obtained after 1000 epoch. Figure 7 (a) indicates 
that feature/dimension 16 in the original feature space is the most important/relevant. This result is also 
consistent with that of GRLVQ training that weights the same dimension as most important under similar 
learning settings.  

 
4.2 Application to Facial Recognition 
The algorithms were also evaluated on face recognition data obtained from AT&T image repository. Face 
recognition is a form of biometric identification. Biometrics is concerned with development of automated methods 
for recognizing individuals based on their unique physical or behavioural characteristics. The identity of an 
individual is determined by using facial features as essential elements of distinction. The way we interact with other 
people is firmly based on our ability to recognize them (Figure 7). Automated face recognition, unlike in humans, is 
not a trivial task. One of the main aspects of facial identification is its robustness. Least obtrusive of all biometric 
measures, a face recognition system would allow a user to be identified by simply walking past a surveillance 
camera. Robust face recognition scheme require both low dimensional feature representation for data compression 
purposes and enhanced discrimination abilities for subsequent image retrieval. The representation methods usually 
start with a dimensionality reduction procedure since the high dimensionality of the original visual space makes the 
statistical estimation very difficult and time consuming. Often, Principal Component Analysis (PCA) is used in pre-
processing steps for characterization of human faces. PCA, also known as Karhunen-Loeve (K-L) or eigenspace, 
seeks the direction in the input space along which most of the image variations lies. This approach reduces the 
dimension size of an image greatly. In image processing, processed images of faces can be seen as vectors whose 
components are the brightness of each pixel. The dimension of this vector space is the number of pixels. The 
eigenvectors of the covariance matrix associated to a large set of normalized pictures of faces are called eigenfaces; 
this is an example of principal components analysis. They are very useful for expressing any face image as a linear 
combination of some of them. In the facial recognition, eigenfaces provide a means of applying data compression to 
faces for identification purposes. 
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Left:  Test image 
Right: Match returned by the recognizer                              

 

 
 
Left:  Test image  
Right: Match returned by the recognizer                                                

 

 
Left:  Test image 
Right: Match returned by the recognizer 

  

 
Left:  Test image 
Right: Match returned by the recognizer                                               

           Fig 7: Samples of images (rescaled for clarity) used in the second set of experiments.  The left column shows the eigenfaces  
                              for the selected  classes used as training examples, and the right column contains respective displays of the results of testing  
                              the   recognizer on unseen  instances. The crossed images indicate the image instances that were removed from the pool and  
                              kept  aside as test images. 
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Left:  Test image 
Right: Match returned by the recognizer 

 
   Fig 8: An example of incorrectly recognized eigenfaces   
 
The AT&T facial data set used in our second set of experiments consisted of 400 grey scale images of human faces 
of 40 individuals; each having 10 instances in (ten) different poses [Figure7, 8]. 30-dimensional eigen-faces were 
obtained from the down-sampled 38 by 31 images using Principal Component Analysis (PCA). For training and 
testing purposes, the 30-dimensional 40-class image data set was partitioned into two disjoint subsets: 280 images for 
training and 120 images for testing. Every class contains an equal number of instances in the sub-partitions. Testing 
of recognition ability in the 40-class scenario involved presenting to the recognizer a face from an unseen pose. (The 
test instance must be of one of the 40 individuals, of course). 
 
4.3 Further Enhancements: Energy-based Classification 

We could also perform so-called energy-based classification of a novel/test instance tx  in LMNN, as explained in 

[4], by finding a class label that minimizes the cost function given in section 2.3 of this paper. For a given 

hypothetical label ts , the squared distances to the k  nearest neighbours of tx  that share the same label in the 

training set are accumulated (corresponding to the first term in the cost function). The hinge loss over all pairs of 

differently labelled examples that result from labelling tx by ts is also accumulated (corresponding to the second 

term in the cost function). Finally, the test example was classified by the hypothetical label that minimized the 
combination of these two terms: 
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This modification yielded lower test error compared with the non-energy based scheme. The test error of the LMNN 
energy-based classification on the UCI image segmentation data was found to be less that the on non- energy-based 
classification. The adjustment registered 3 percent reduction in test error from the 14 %, and about the same 
percentage for training error. (section 4.1, experiment 2). 
 
Discussion  
This study focussed on metric adaptation in Learning Vector Quantization classifiers based on successful application 
of optimization methods for learning appropriate transformation matrices in k -nearest neighbour classification. The 
relevance learning method requires training data as the only key stimuli, and the resulting intermediate functions take 
advantage of distance-based similarity measure to yield (relatively) near-optimal classifiers. We demonstrated the 
efficiency of the model using image segmentation data and compared the results with some of the known 
(benchmark) classifiers. It has been noted that prototype-based learning algorithms have the advantage of yielding 
very good generalization ability for high dimensional data. Moreover, some of these claims and observations can be 
supported theoretically, that is, the generalization bounds can be derived (usually for not so complex variants).   For 
example, such a proof [17] for the case of the basic LVQ networks using the standard Euclidean metric reveals that 
large-margin generalization bounds of the algorithms are independent of the input dimensions. The term ‘margin’ 
refers to the security of the classification, i.e. the distance of a given data point to the classification boundary [2]. 
Generalization bounds for LVQ networks with Euclidean metric adaptation (adaptive diagonal metric, strictly 
speaking) has also been derived [18]. Interestingly, results indicate that these learning algorithms inherently aim at 
margin optimization during training. Our challenge is therefore to carry out similar proofs for the more recent LVQ 
extensions, such as those involving full adaptive matrix, so as to provide rigorous theoretical treatment of some of 
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these heuristically-motivated ideas. We will leave the derivation of the generalization bounds for the LVQ variant 
that has been the focus of this study for future study. 
We concentrated on extending the concept of metric adaptation by convex optimization from k -NN to the simple 
LVQ 1 algorithm which uses crisp or hard labelling. Further improvements could be realized by combining fuzzy 

labels with relevance learning – adaptation of soft class labels to indicate responsibility of codebook vector w  to 

class c  (i.e. data-driven assignment of   prototypes to the classes). The complexity of relevances can be controlled 
by regularization of relevance learning. Furthermore, near-optimal classifiers could be realized by extending these 
concepts to more advanced variants of the learning algorithms. One can also replace the barrier function in the non-
linear programs by several others that result in better worst-case complexity estimates. Such a technique could 
emulate Nesterov and Nemirovsky’s [28] methods that incorporate generalized Vaidya's volumetric and combined 
volumetric barriers to the cone of positive semi-definite matrices. There is need to investigate whether there exist any 
experimental results that indicate whether these improved barrier functions are better in practice than the standard 
barrier ))(log(det xf [9]. Overall, we have shown that metric adaptation via semi-definite programming can 
improve classifier performance greatly. 
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Appendix 

Writing WW=L T , where L is an NN ´  full matrix accounting for the correlations between the pattern features 

( L being positive semi-definite), and Wis an arbitrary NN ´ real matrix, then, the transformed distance metric 
becomes: 
 

0))(()()(),( 2 ³-W=-WW-=L wwwwd TTT xxxx  

Note that since L is positive semi-definite symmetric matrix, then it can be written as a square of a matrixW. [ Wis 
not uniquely defined in general]. L has 2/)1( +NN independent entries. We can therefore assume, without loss of 

generality, that Witself is a symmetric NN ´ matrix with TW=W  That is, in the following derivation, 

Wcorresponds to the unique positive root of the matrix L . 
 
The adaptive distance function thus becomes, 
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The adaptation formulae are obtained by computing the derivatives with respect to w  and W. The derivative of 

),( xwdL with respect to w  yields: 
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Derivatives with respect to a single element lmW give: 
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where subscripts ml, specify components of vectors. 
 
Therefore, the update equations for the correct winner, wrong winner and the relevance matrix, respectively, are (1), 
(2) and (3) below. (h is the leraning rate). 
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